2018-10-18

The Effect of Performance Standards and Medical Experience on Diagnostic Calibration Accuracy

Marloes L. Nederhand
Department of Human Learning and Performance, Institute of Psychology, Erasmus University Rotterdam, The Netherlands, m.l.nederhand@essb.eur.nl

Huib K. Tabbers
Department of Human Learning and Performance, Institute of Psychology, Erasmus University Rotterdam, The Netherlands

Ted A.W. Splinter
Department of Internal Medicine, Erasmus Medical Center, The Netherlands

Remy M.J.P. Rikers
Department of Human Learning and Performance, Institute of Psychology, Erasmus University Rotterdam, The Netherlands

Follow this and additional works at: https://hpe.researchcommons.org/journal

Part of the Health and Physical Education Commons

Recommended Citation
DOI: 10.1016/j.hpe.2017.12.008
Available at: https://hpe.researchcommons.org/journal/vol4/iss4/7

This Original Research Reports is brought to you for free and open access by Health Professions Education. It has been accepted for inclusion in Health Professions Education by an authorized editor of Health Professions Education.
The Effect of Performance Standards and Medical Experience on Diagnostic Calibration Accuracy

Marloes L. Nederhand, Huib K. Tabbers, Ted A.W. Splinter, Remy M.J.P. Rikers

Department of Human Learning and Performance, Institute of Psychology, Erasmus University Rotterdam, The Netherlands
Department of Internal Medicine, Erasmus Medical Center, The Netherlands
The Roosevelt Center for Excellence in Education, University College Roosevelt, Utrecht University, The Netherlands

Received 21 December 2017; accepted 29 December 2017
Available online 8 January 2018

Abstract

Purpose: Medical doctors do not always calibrate accurately in terms of their diagnostic performance, which means that their evaluation of their diagnosis differs from their actual performance. Inaccurate calibration can lead to maltreatment and increased health care costs. This study was conducted to investigate whether calibration accuracy can be improved among both board certified medical specialists and medical students by providing them with a simple form of feedback (i.e., performance standards). We expected that performance standards would enhance calibration accuracy. Furthermore, we expected that medical specialists would overall be better calibrated than medical students.

Methods: Medical specialists (n=42) and medical students (n=43) diagnosed three clinical cases and rated their own performance, after which they did or did not receive standards (i.e., the correct diagnoses). All participants were then tested: they had to diagnose three new cases and had to rate their performance without receiving diagnostic feedback.

Results: In support of our hypotheses, findings indicate that both students and specialists who received performance standards calibrated better than students and specialists who did not receive standards. Furthermore, medical specialists calibrated better than medical students.

Discussion: This study shows that providing simple forms of feedback constitute effects on calibration accuracy on new tasks.

Keywords: Calibration; Feedback; Standards; Expertise; Self-assessment

1. Introduction

Professionals often experience difficulties in adequately estimating the quality of their own diagnostic performance: they tend to overestimate themselves.1–4 Providing an accurate estimate of one’s performance is referred to as calibration accuracy.5,6 Being able to calibrate accurately is especially important in a dynamic domain as medicine, where insights about proper treatment quickly change, and doctors have to make sure that they keep up with these developments to ensure the best treatment for their patients. However, in complex jobs, like that of a medical professional, calibration is difficult due to the little detailed and
immediate performance feedback that is provided in their work. Consequently, such contexts increase the susceptibility to make decisions based on incorrect or outdated knowledge or skills, resulting in inefficient or ineffective treatment, increased health care costs, and most importantly, harm to the patient. 

Previous studies have therefore argued that medical professionals can greatly benefit from becoming better calibrators to increase their performance. To date, however, studies on how to improve calibration accuracy in medicine are scarce. In the current study we aim to address this gap in the literature by investigating how calibration accuracy can be increased among medical professionals. We examined the effect of providing a simple form of feedback: performance standards. Studies in educational science have shown that such standards effectively help individuals become more aware of their performance. However, whereas existing studies both within and outside medicine predominantly focused on students' calibration who bring little experience to the task at hand, the present study involved participants with high levels of experience. So besides using medical students as participants, this study also investigated calibration accuracy of board certified medical specialists.

1.1. Improving calibration accuracy in medicine

Miscalibration is explained by the notion that individuals generally have difficulty estimating their performance when valid cues are absent. To improve calibration accuracy, individuals should therefore be given the opportunity to compare their own performance to a standard. By comparing one's own performance to a standard, individuals gain insight in the match or mismatch of their estimated performance and actual performance. This awareness, in turn, improves calibration accuracy.

If providing standards indeed helps to enhance calibration accuracy, we might expect that individuals who receive standards also show better calibration accuracy on similar future tasks. That is, the capability to calibrate may transfer to new situations, where standards are not immediately available. In support of this assumption, two recent studies among psychology students showed that providing standards indeed improved calibration on a subsequent task where standards were not present. To date, however, studies on how standards improve calibration in medicine are lacking. So based on findings outside medicine we asked the question whether providing medical professionals with standards would improve calibration on subsequent diagnostic tasks.

1.2. Experience differences in calibration accuracy

In studies on student calibration, top-performing students are typically compared to low-performing students. These studies showed that students who perform well are generally also better calibrated; low performers, however, show poor calibration and tend to overestimate their performance. Although these studies provide insights in calibration accuracy between students who differ from each other in terms of task performance, generalization to groups that differ more substantially in experience remains unclear. For example, whereas task performance of medical students within the same cohort can vary, their general diagnostic experience is relatively similar. This raises the question whether comparing an unexperienced group of medical students to highly experienced physicians—who have received much more feedback on the accuracy of their medical diagnoses over the years—leads to the same results.

To the knowledge of the authors, there is only one study conducted in medicine on calibration in which different experience levels were included. Friedman et al. investigated the calibration accuracy of medical students, internal medicine residents, and internists. Contrary to their expectation, results showed that instead of the internists, medical students were the most accurate calibrators. However, Friedman and colleagues questioned the validity of their findings because students had much more difficulty solving the cases than the residents and internists. They argued that it would have been better if the participants were challenged with less difficult cases, making the diagnostic task equally understandable for both the students and the specialists. The question therefore remains whether medical specialists would calibrate better than medical students when both groups are provided with diagnostic cases both the specialists and students can solve.

1.3. Present study

The present study investigated whether providing performance standards can enhance calibration accuracy on subsequent diagnostic tasks among medical specialists and medical students, and whether medical specialists calibrate better than medical students. The specialists and students were randomly divided in two groups: The first group received performance standards
(the correct diagnoses) after diagnosing three clinical case, while the second group did not receive any standards. Subsequently, all participants received three entirely new cases and then their calibration was tested again. However, this time no standards were provided to both groups. To make sure the diagnostic tasks were equally understandable for both the students and the specialists, all participants were provided with general clinical cases, instead of cases from one type of specialty (e.g., internal medicine as in the study of Friedman et al.). The cases used in our study have been shown to be suited for both students and specialists.21,22

We expected that providing standards on the first three cases would enhance calibration accuracy on the new cases. Furthermore, based on findings that high or experienced performers calibrated better than low or inexperienced performers, we expected medical specialists to calibrate better than the students.

Note the difference between improving diagnostic performance and calibration accuracy. Providing standards unlikely will improve diagnostic performance because this type of feedback is non-elaborate. We therefore did not expect to find any effect on diagnostic performance. Improving calibration accuracy is, however, considered a first step to eventually improve (diagnostic) performance: being aware of a mismatch between estimated performance and actual performance causes control behavior, such as requesting additional tests or asking help from colleagues if poor performance is detected. So the main focus of the current study was on calibration accuracy: knowing whether the diagnosis is correct or not.

2. Method

2.1. Participants and design

Eighty-five participants were recruited, 43 second-year medical students and 42 medical specialists. The medical specialists (30 males, 12 females) were all board certified in their specialty and had a mean age of 44.73 (SD=7.61). They were specialized in more than 20 different medical domains, such as internal medicine, neuroscience, or cardiology. Their mean years of clinical experience was 11.83 (SD=7.95). The specialists were approached and tested during a professional training program by the Erasmus Medical Center and did not receive any compensation for their participation. The second-year medical students (18 males and 25 females) studied at the Erasmus University Medical School and were recruited during, and tested after, one of their lectures. Their mean age was 20.88 (SD=2.40). By participating, the students could join a lottery to win four small prizes. All participants provided informed consent and the study was approved by our institutional review board.

2.2. Materials and procedure

Participants were randomly assigned to a group that received standards and one group that did not receive standards. The standard group consisted of 44 participants (22 specialists and 22 students) and the no-standard group consisted of 41 participants (20 specialists and 21 students). Participants received a total of six clinical cases. Each case consisted of a short clinical scenario in which the following information was given: A patient's medical history, present complaints, physical examination, and additional investigations (e.g., lab data, ECGs). Cases were presented in a booklet in which each case was printed on a separate page with some space intentionally left blank where the participants could write down their diagnosis and provide their performance estimate (see Appendix). With the exception of receiving standards or not, the procedure for the two groups was the same. All participants received a booklet with the cases that also contained a short introduction. After reading the introduction, participants continued with diagnosing the first three cases one by one. It was stressed that the participants should be as specific as possible in their diagnoses. After providing a diagnosis, participants rated the confidence they had in their diagnosis (i.e., their performance estimate) on a 10-point Likert scale (1: ‘very unconfident’ to 10: ‘very confident’).

Depending on the group they were in, participants received a performance standard on the next page after writing down each diagnosis. The standards consisted of the confirmed diagnosis for each of the first three cases, respectively: Aneurism of the aortic artery (threatening rupture); herpes zoster; and nervous abdominal pain. The participants in the control group (i.e., no-standard) were not informed about the correct diagnosis, but had to do a filler task (i.e., answer the question how familiar they were with the case).

After the intervention, all participants were tested on three completely new cases. The confirmed diagnoses associated with the test cases were: meningitis or encephalitis as a complaint of mumps; kidney stones (colic); and epidural hematoma. All cases have been used in previous studies.21,22 During the test phase, there were no differences between both conditions: all participants diagnosed the new cases without any standards, and had to provide a performance estimate.
after each diagnosis. The three test cases were used to investigate whether having received standards leads to improved calibration accuracy on new cases where these standards are missing.

2.3. Analysis

Diagnostic accuracy was scored by comparing the diagnoses of the participants with the confirmed diagnosis for each case.21,22 Diagnoses were scored on a three-point scoring grid (0 = incorrect, 0.5 = partly correct, and 1 = fully correct) and the scoring was double checked by a medical specialist and a professor of internal medicine.23 There were no differences between raters.

A difficulty when using Likert scales is that participants do not tend to use the extreme response options.25 Because reluctance to use extreme response options leads to miscalibration in our experiment, we adjusted the Likert scale. Low confidence scores (1 to 3), were given the value of 0 and high confidence scores (8 to 10) were given the value of 1. The confidence scores that indicate average confidence in an answer (4 to 7), were given a value of 0.5. This converted the confidence scale into a three-point scale so it would correspond to the three-point diagnostic performance scale, enabling us to calculate calibration accuracy.

To calculate the calibration accuracy of the participants, the absolute difference between performance and confidence was calculated, and the average of the three difference scores was used as the calibration accuracy score.11,15,26,28 Perfect calibration accuracy was thus indicated by a score of 0 (perfect match between confidence and performance scores in all three cases) and strongest miscalibration had a score of 1 (largest mismatch between confidence and performance scores in all three cases).

We analyzed our data with IBM SPSS Statistics, version 23 (IBM, New York). To compare the feedback and experience conditions, a 2 x 2 univariate analysis of variance (ANOVA) was conducted with Standards (Yes vs. No) and Experience level (Specialists vs. Students) as independent variables and diagnostic performance and calibration accuracy as dependent variables. A significance level of .05 was set for all analyses.

3. Results

3.1. Diagnostic performance

We first checked diagnostic performance (a score between 0 and 1) of both specialists and students, and between the two experimental conditions. We tested whether medical specialists showed better diagnostic performance than the students over the total of six cases. Results showed that diagnostic performance differed significantly between medical specialists ($M=.91$, $SD=.12$) and medical students ($M=.66$, $SD=.18$), $F(81) = 55.81$, $p < .001$, $\eta^2_p = .408$. Medical specialists solved more cases correctly than medical students. It is important to note, however, that although students' diagnostic performance was significantly lower than that of the specialists, their level of performance was still high (66%). So, as intended the cases used in our study were solvable for both specialists and students.

The diagnostic performance over all six cases did not differ between the group that received standards on the first three cases ($M=.79$, $SD=.20$) and the group that did not receive any standards ($M=.79$, $SD=.20$), $F(81) = .03$, $p = .858$, $\eta^2_p < .001$. There was no statistically significant interaction on diagnostic performance between standards and experience level, $F < 2$.

3.2. Calibration accuracy among specialists and students

To test whether medical students and medical specialists differed in terms of their calibration accuracy, we analyzed whether there was a main effect of experience on calibration accuracy over all six clinical cases. The main effect of experience was statistically significant, $F(83)=46.32$, $p < .001$, $\eta^2_p = .358$, with medical specialists having a better calibration accuracy as indicated by the lower mean score on calibration accuracy ($M=.19$, $SD=.14$) than the students ($M=.39$, $SD=.12$). This result supports
our hypothesis that specialists calibrate better than students.

3.3. Enhancing calibration by receiving standards

Furthermore, we analyzed whether providing standards was associated with better calibration accuracy on the last three test cases. The main effect of standards was statistically significant, $F(1,81) = 4.00$, $p = .049$, $\eta_p^2 = .05$ (see Table 1 for descriptives). Participants in the standard group calibrated better on the new test cases ($M = .18$, $SD = .17$) than participants who did not receive standards ($M = .26$, $SD = .22$). Our hypothesis that providing standards can improve calibration accuracy on subsequent tasks (i.e., calibration becomes closer to zero) is therefore supported. Finally, we tested the interaction between experience level and performance standards. This interaction was not statistically significant, $F(1,81) = .69$, $p = .41$, $\eta_p^2 = .01$. Standards similarly improved calibration accuracy for both specialists and students.

4. Discussion

With this study we investigated the effect of feedback (i.e., performance standards) on calibration accuracy of board certified medical specialists and medical students. We hypothesized that medical specialists would overall calibrate better than medical students because the specialists have received over the years much more feedback on the accuracy of their medical diagnoses. Furthermore, research shows that standards can be used to enhance calibration accuracy because such standards help individuals to become aware of the (mis)match between their own performance and the required performance.11,14 We therefore predicted that standards in the form of a correct diagnosis would enhance diagnostic calibration accuracy. Our results confirm both hypotheses and hence have several educational and theoretical implications.

4.1. Calibration accuracy among specialists and students

We tested whether medical specialists are more accurate calibrators than students. In support of our expectation, medical specialists calibrated better than medical students. The specialists had a mean of eleven years of experience with treating patients. Consequently, they had many years of experience with diagnosing patients and monitoring their diagnoses. Our results show that this experience helps specialists to adequately estimate their performance on clinical cases that are not necessarily in their own domain of expertise.

Although there are many studies that argue it is important to individually differentiate in calibration accuracy, e.g.,20 little attention has been paid to differences in experience. When studies did include experience level, studies often focused on small variations. For example, students from different grades were compared.29 The current study therefore adds to the existing literature by included two groups that substantially differ in their clinical experience.

4.2. Standards to improve calibration accuracy

Besides investigating the effect of experience on calibration accuracy, we tested the effect of standards. Findings indicate that receiving standards is associated with better calibration on new tasks (i.e., clinical cases). The results of this study are therefore in line with Nederhand et al.13,19 and among the first to show that providing standards can help individuals to also enhance their calibration on subsequent new tasks. Our results also show that standards helped students equally well as specialists to enhance their calibration accuracy.

As intended, whereas standards affected calibration accuracy, participants did not show better diagnostic performance after receiving standards. This is because using non-elaborated forms of feedback are little effective at improving performance directly.30 However, because standards are proven effective to enhance calibration, (diagnostic) performance can indirectly be improved.23 For instance, when a physician knows he or she performs poor (i.e., calibration is accurate while but diagnostic performance is low), he or she can take steps to overcome this poor performance by for example asking extra help. In other words, the calibration accuracy helps them to take steps that will ultimately improve their diagnostic performance. Vice versa, better calibration accuracy among physicians that already perform well is also beneficial. For example, if a physician performs very well but is unaware of that, he or she will request too many additional tests, costing both the hospital and patient time and money. It is therefore promising that our study shows that even simple forms of feedback help to improve calibration accuracy.
4.3. Limitations and future directions

While our study provides new insight in how to improve calibration accuracy in medicine, it also has some limitations. Although there are many theoretical and empirical reasons to assume that accurate calibration also enhances diagnostic performance, we did not investigate whether our participants would indeed engage in corrective actions after they received standards. An important direction for future research is therefore to investigate the steps that are taken after a mismatch between estimated performance and actual performance is detected.

A second limitation in our study is that although we made a first attempt to measure the longitudinal effect of standards, our diagnostic test cases followed directly on the first three diagnostic cases in which participants received standards. Our design thus provides insight in whether the capability to calibrate accurately can transfer to new cases, but the effect over time still remains largely unclear. For example, when we would have asked our participants to diagnose new cases one week after our intervention, would there still have been differences between groups? Future research could investigate this question. Related to this issue, the optimal amount of feedback could further be explored. For example, it is not unlikely that, instead of our three feedback moments, more feedback is needed to constitute effects over time.

Finally, we used both board certified medical specialists and medical students as participants in our study to investigate large experience differences. As intended, the students had some degree of expertise as they were able to solve the clinical cases. In other words, although students clearly differed from medical specialists in terms of diagnostic experience, they were no full novices on the task. It is therefore important to mention here that it remains unclear whether standards would also help full novices improve their calibration and our results must be treated with caution when generalizing to a group of novices.

4.4. Conclusion and implications

Because medicine is a dynamic domain, life-long learning of clinicians is necessary. Being able to improve oneself continuously requires self-monitoring —clinicians have to be aware of their own performance quality so they can discriminate between things that go well and things that have to be (further) developed. The current study highlights an under-studied topic in medical education: Although many studies on calibration accuracy were conducted with the aim to generalize to clinical practitioners, this group is hardly ever included as participants. We have shown that even a relatively simple feedback intervention in the form of correct diagnoses can help both medical specialists and medical students to improve their calibration accuracy on new diagnostic tasks (i.e., their awareness of their actual diagnostic performance).

Acknowledgements

The authors wish to thank all participants for their participation in our study. Many thanks to Liesbeth Dirksen-de Tombe and Lennart Rem for their valuable help and Amanda Binnendijk and John Tjen for their help during the training. Thank you Matthijs de Hoog for approving testing during the training sessions. Furthermore, the authors wish to thank Eugène Custers for providing us with the clinical cases. Finally, the authors like to dedicate their study to the memory of Prof. Dr. Splinter, one of our co-authors, who recently passed away after many years of illness. He has been a source of inspiration to all of us.

Disclosure

Ethical approval

Ethical approval has been granted from the Ethical Committee of the Department of Psychology, Education, and Child Studies (16 August 2016).

Funding

This research was funded by a Research Excellence Initiative grant from Erasmus University Rotterdam.

Other disclosures

None.

Appendix A

Description casus

01. Man, age 47, married, 3 children.
02. Occupation: storekeeper.
03. Medical history: bronchitis at age 30.
04. Had his leg broken 6 years ago, as a consequence of a car accident.
05. Four years ago: treated with medicaments for kidney stones.
06. Some of his relatives are known to have coronary disease and diabetes mellitus.
07. His wife rings up, asks the physician for an immediate visit:
08. Just like a few years ago, her husband is rolling across the room because of the pain.
09. He is also vomiting almost continuously.
10. When the physician arrives, the pain has just subsided. The patient is sitting on the sofa and recovering a bit.
11. He complains about having had a convulsive abdominal pain abreast of the navel, at the left side.
12. The pain is radiating to his groin.
13. The pain emerges very suddenly, and then gradually subsides. During an attack he almost can't stand it.
14. Earlier that day he had already seen some blood in his urine, but had no pain at the time.
15. He reports having measured 37.8°C (Centigrade) temperature.

**What diagnosis would you give on basis of the previous information?**

**How confident are you that your diagnosis is correct?**

Please encircle your estimation.

<table>
<thead>
<tr>
<th>Very unconfident</th>
<th>Very confident</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>2 3 4 5 6 7 8 9 10</td>
</tr>
</tbody>
</table>

References


